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Abstract. Large language models (LLMs) have shown a strong ability to solve
a wide range of language tasks. However, they became less practical for subject-
specific applications, especially when dealing with low-resource languages.
This paper shows an example of adaptation of small language models (SLMs)
to solve subject-specific language tasks in the history field. As a base model, we
used the small vision language model (VLM) Qolda, developed by the Institute
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of Smart Systems and Artificial Intelligence (ISSAI) at Nazarbayev University.
In the paper, 4 architectures are compared: 1) base model Qolda; 2) Qolda model
with supervised fine-tuning (SFT) created using 48 000 instruction pairs retrieved
from Wikipedia; 3) Qolda with retrieval-augmented generation (RAG) framework
based on 29 digital history textbooks with 2.25 million indexed tokens; 4) Qolda
combined with both SFT and RAG. To establish whether the research findings
follow the same patterns across other Kazakh language models, we apply our
evaluations to two external larger baseline models: 1) KazLLM and 2) Sherkala-
Chat. All architectures are evaluated on 1,081 multiple-choice questions (MCQs)
from the Unified National Test (UNT) in the history of Kazakhstan and on a
500-query open-ended test set. Results show that Qolda+RAG achieves 74.93 +
0.43% MCQ accuracy and a mean quality score of 3.34 = 1.64. In these settings,
SFT acts as a response formatter, reducing the average response length from 51.8
to 14.64 words. Qolda-SFT+RAG completes inference in roughly half the time of
Qolda+RAG with comparable quality of 3.10 + 1.42. The study findings provide a
foundation for the design and development of future Kazakh-language-supported
Al agents across broad application domains. The project implementation, datasets,
and evaluation methodology are available on the project’s GitHub page with the
corresponding Hugging Face datasets: https://github.com/IS2Al/history-qolda-ui.

Keywords: small language models (SLM), retrieval-augmented generation
(RAG), supervised fine-tuning (SFT), low-resource languages, history of
Kazakhstan, natural language processing (NLP)
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AnHoTanus. YJIKeH Tiaik moaensaep (LLM) opTypii TNk TancelpManapibl
OpBIHAAYA JKOFapbl HOTWXKEIEp KOPCETKCHIMEH, OJapibl Tap CcalalblK
MiHAETTEepre, ocipece pecypcTapbl LISKTEYNi TULAepre KojgaHy Oipkartap
KHUBIHJBIKTAp TYFbI3albl. Byl 3epTTeyae Tapux cajachblHIAFbl CypakTapFa kayarl
Oepy MIHJETTEpiH INEHly YINiH IaFbH TULAIK Monenbiaepai (SLM) Geitimaey
Toci KapacTeIpbuiabl. Herisri Moaens petinae AKbUILIBI )KYHesep ®KoHE KacaH bl
uHTe/uekT MHCTUTYThl (ISSAI) o3ipneren Qolda marpiH Kepy-Tingik Mopeni
naifananpuiAbl. 3epTTey OapbICBHIHIA TOPT ApPXHUTEKTypa CalbICTHIPBUIABL: 1)
0azanbik Qolda mopeni; 2) Yukuneausaan anbiaran 48 000 HYCKayJbIK KyObI
Herizinge OakpuiaHaThlH JOOKBITY (SFT) xyprizinren Qolda; 3) 2,25 muinuon
WH/ICKCTENITeH TOKEHJII KAaMTHUTBIH 29 UUQPIaHIBIPBUIFAH TapuX OKYJBIFbIHA
HETI3/IeIITCH 13/IeyMeH TONBIKThIpbUFaH renepaius (RAG) xyiieci 6ap Qolda; 4)
SFT xone RAG Tocinuepin Oipikriperin Qolda. AHbIKTaNFaH 3aHIBUIBIKTAPIBIH
Oacka Kazak TIJiHIEri MoJeNbJepre A€ TOH €KeHiH Oarajay YIUiH KOCBIMILA
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KazLLM xone Sherkala-Chat ipi 06a3zanblk Momenmbaepi 3eprrenii. bapibik
apxutektypanap Kazakcran tapuxbl OoiiblHIIA YNTTHIK OipbIHFAH TeCTijeyaeH
aneiarad 1 081 xen Tanmaynsl cypak skoHe 500 ambIK cypakTaH TYpPaThIH TECT
KUBIHTBIFBI HeTi3iHae Oaramannel. Hotmwkenep Qolda+tRAG mopeniHiH ke
TaHJayJbl cypakTap OotibiaIIa 74,93 + 0,43% monnikke sxoHe 3,34 + 1,64 oprama
cama KepCeTKillliHe KOJI JKeTKi3reHiH kepceTTi. byn karmaiina SFT HerizineH
JKayanTbl QopMmarTay KbI3METiH aTKaphlll, >XayanTblH OpTamia Y3bIHIBIFBIH
51,8 ce3nen 14,64 cesre neitin kbickapTThl. Qolda-SFT+RAG apxwurexrypachl
Qolda+RAG monenine KaparaH/a ecernTey/i IaMaMeH eKi ece JKbUIIaM OpBIH/IAIL,
3,10 = 1,42 neHreifiHmeri caabICTRIPMAITBI CallaHbl CaKTa bl AJIBIHFaH HOTHIKEIEP
Ka3aK TUTIH KOJIAWTHIH >KacaHIbl MHTEIUICKT areHTTEePiH opTYpii KoIaaHOasbl
cajanapa o3ipJyey YIIiH dJ{iCHAMaIIbIK HEeT13 KaJbIITACThIPAIbI.

Tyiiin ce3aep: marbH TULNIK Mogenbaep (SLM); i3neyMeH TONBIKTBIPBUIFaH
renepauus (RAG); 6akputanatein 10okbITY (SFT); pecypcrapsl mekreyni Tiniaep;
Kazakcran Tapuxsr; Taduru tinai equey (NLP)

© Ackap I'\1.2*, Myraiixan A.', AiiTko:xkaeBa M.,
Haypsb130aiikbi3bl I.1.2,3, Maxaraea 7K.'.2, 2026.
! THCTUTYT YMHBIX CHCTEM M HCKyccTBeHHOTo nHTeiiekra (ISSAI),
Acrana, Kazaxcran;
2 Kazaxckuii HallMOHAJIBHBI YHUBEPCUTET UMEHH allb-Dapadu,
Anwmatel, Ka3axcran;
> AKTIOOMHCKHIA pernoHaNIbHEIN yHUBepcuTeT uMeHn K. XKybaHosa,
AxTt00e, Kazaxcran.
E-mail: galammadin.askar@nu.edu.kz

RETRIEVAL D®®EKTUBHEE FINE-TUNING: AJJATITALIAS MAJIOM
A3BIKOBOM MOJIEJIA KA3AXCKOI'O SI3BIKA JIJISI OTBETOB HA
NCTOPUYECKHUE BOIIPOCHI.

Ackap TanaMMaauH — Hay4YHBIH COTPYIHWK, VHCTHUTYT yMHBIX CHCTEM M HCKYCCTBEHHOTO
naTemutekta (ISSAI), Acrana, Kasaxcran, HaydHBIi COTpYIHUK, Kaszaxckuil HalnOHATBHBINA
yHUBEpCcHUTET nMeHH anb-Dapabu, Anmarel, KazaxcraH,

E-mail: galammadin.askar@nu.edu.kz, https://orcid.org/0009-0001-6304-3003;

Myraiixan Aamy0au — HayYHBIH COTPYIHUK, VHCTUTYT YMHBIX CHCTEM M HCKYCCTBEHHOTO
naTeutekrta (ISSAI), Acrana, Kazaxcras,

E-mail: almubdi.mutaikhan@nu.edu.kz, https://orcid.org/0009-0006-7093-074X;

AliTko:xkaeBa Manuka — Hay4HbI COTPYAHUK, VHCTUTYT yMHBIX CHUCTEM U HMCKYCCTBEHHOTO
naTeutekrta (ISSAI), Acrana, Kazaxcran,

E-mail: malika.aitkozhayeva@nu.edu.kz, https://orcid.org/0009-0003-5991-4982;
Haypwoi36aiikbi3bl 'yigana— PhD, mpenogaBarens kadeApbl HHOCTPAHHBIX SI3IKOB AKTFOOWHCKOTO
pernonansHOTO yHHBepcuTera nMeHn K. XKybOanoBa, AkroOe, KasaxcraH; HaydHBII COTpYIHUK,
WucTHTYT YMHBIX cucTeM U MckyccTBeHHOro mHTemiekra (ISSAI), Acrana, Kazaxcran; Hay4HBIH
coTpynHuK, Kazaxckuii HalMOHAIBHBIH YHUBEPCUTET HMEHH aib-Papadu, Anmarsl, KasaxcraH,
E-mail: gnauryzbaikyzy@zhubanov.edu.kz, https://orcid.org/0000-0001-9272-8952;

89



Academic Scientific Journal of Computer Science 3.2026

MaxaraeBa amar — PhD, crapmmii aHamuTuk JaHHBIX, VHCTHTYT YMHBIX CHCTEM H
nckyccrBenHoro wuHremiekra (ISSAI), Acranma, Kaszaxcran; HaydyHbBIH coTpygHuk, Kasaxckwii
HaIMOHAJIBHEIA YHUBEpCUTET nMeHu ans-Papabu, Anvarel, Kasaxcran,

E-mail: zhanat.mahataeva@nu.edu.kz, https://orcid.org/0000-0001-9366-7047.

Annoranus. bonpmme s3pikoBbIe Moaenu (LLM) 1eMOHCTpUPYIOT BBEICOKYIO
3G PEKTHBHOCTH NPU PEHICHUH ITUPOKOTO CIIEKTPa S3BIKOBBIX 3aja4, OJHAKO MX
IIPUMEHEHHUE B MIPEIMETHO-OPUEHTUPOBAHHBIX 00JIACTIX, OCOOEHHO ISl SI3bIKOB
C OrpaHHMYEHHBIMH pECypcaMH, OCTaeTcs 3aTpyIHHUTEIbHBIM. B uccienoBanun
paccMaTpuBaeTcs MOAXOJ K aJanTalud MaibIX S3bIKOBBIX Monened (SLM) ms
peleHust 3a7a4, CBSI3aHHBIX C OTBETaMH Ha BOMIPOCHI 10 UCTOpWH. B kauecTBe
0a30BOM MOJIEIM KCIIOJNIb30BaHA Majias BH3yallbHO-s13bIKOBas Mojeiab Qolda,
paszpaboranHas MHCTUTYTOM YMHBIX CHCTEM M HMCKYCCTBEHHOTO WHTEJUIEKTa
(ISSAI). CpaBHuBaroTcsi 4eThIpe apxXUTEKTyphl: 1) 06azoBas momens Qolda; 2)
Qolda ¢ nooOyuennem c yuutenem (SFT) na ocHoBe 48 000 map WHCTPYKIHH,
nonydeHHbIX n3 Bukunenuu; 3) Qolda ¢ MexaHM3MOM MOMCKOBO-JIOTOTHEHHON
renepauni (RAG), ocHOBaHHBIM Ha 29 onU(pOBaHHBIX yuyeOHUKAX IO UCTOPHH,
cojieprKaIiux 2,25 MITH MHJICKCUPOBaHHBIX TOKEHOB; 4) Qolda, o0beaunsitomias SFT
n RAG. [l npoBepKy MPUMEHUMOCTH BBISIBICHHBIX 32aKOHOMEPHOCTEH K APYTUM
Ka3axO0s3bIYHBIM MOJEJISIM JOTIOJIHUTENIFHO OLIEHUBAIUCH 00JIee KPYIHbIC MOJIEIIN
KazLLM u Sherkala-Chat. Bce apxutextypst TectupoBanuch Ha 1 081 Bompoce ¢
MHOeCTBEHHBIM BEIOOpOM 13 ETMHOT0 HAIMOHATILHOTO TECTUPOBAHHUS TI0 HCTOPUN
Kazaxcrana n Ha Habope u3 500 OTKPBITHIX BOMPOCOB. Pe3ynabraThl mokasaniw,
910 Qolda+RAG obecneunBaet TouHoCcTh 74,93 + 0,43% 1 cpenHuil mokasareib
kagectBa 3,34 + 1,64. B paccmarpuBaembix ycnoBusx SFT mpenmMyIiecTBeHHO
BBINOJIHACT (PYHKLIMIO (POPMATHPOBAHUS OTBETA, COKPAIasl €r0 CPEAHIO JIUHY
c 51,8 nmo 14,64 cnosa. Apxurektypa Qolda-SFT+RAG BbInONHAET BBIBOJ
npuMepHo BrBoe ObicTpee Qolda+RAG mpu comoctaBUMOM ypoOBHE KauecTBa
3,10 £ 1,42. [Tony4yeHHble pe3yabTaThl GOPMUPYIOT METOAOIOTHYECKYIO OCHOBY
JUTsE TalibHelIIen pa3padbotku MM -areHToB ¢ MoaAep KON Ka3aXxCKOro sI3bIKa JIs
IIUPOKOTO CIEKTPa MPHUKIAIHBIX 3a/a4.

KuaroueBble c1oBa: Masbie s36IKOBBIE Moenn (SLM); TOMCKOBO-IO0TIOTHEHHAS
reaepaiusi (RAG); noobydenue c yumrenem (SFT); HH3KOpecypcHBIE SI3BIKH;
ucropusi Kazaxcrana; 06paboTka ectecTBeHHOTO si3b1ka (NLP)

Introduction. Large language models (LLMs) have transformed how machines
create text and solve problems. However, these systems require expensive
servers with graphics processing units (GPUs) and introduce delays due to their
dependence on remote servers (Wang et al., 2025). SLMs are capable of running
on local hardware, which enables immediate data processing without an external
connection to remote servers. This also provides additional safety measures to
protect user privacy. SLMs offer a path forward through local deployment, lower
costs, and the option to train or fine-tune for a specific language and subject
(Corradini et al., 2025).
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Over the years, Kazakh natural language processing (NLP) has advanced
through the development of datasets for machine translation, speech technologies,
and cultural knowledge benchmarks (Maxutov et al., 2026). Dedicated Kazakh
language models include ISSAI-KazLLLM and Sherkala-Chat (Koto et al., 2025).
There are also Kazakh small language models such as Qolda (Arystanbekov et
al., 2026), Llama-3.1-KazLLM-1.0-8B, and Llama-3.1-Sherkala-8B-Chat. In
(Mansurova et al., 2025), a Kazakh question answering pipeline with a retrieval
based method was explored. In the literature of locally developed SLMs, there
is not yet a study exploring Kazakh history question answering applications.
General purpose LLMs often hallucinate regarding Kazakh historical entities. One
potential application could be supporting students in passing the Unified National
Test (UNT), which requires Kazakhstani students to recall thousands of historical
facts. However, Al tools that could provide reliable assistance regarding the
history of Kazakhstan are yet to be developed. There are two techniques that are
widely used for creating a subject specific SLM through the technique of domain
adaptation. The first is the retrieval augmented generation (RAG) method that
employs retrieved external context to generate an output response. The second is
the supervised fine tuning (SFT) method, also known as the knowledge injection
method. It could shape the format of the output and behavior (i.e., the style of the
answer during the interaction) (Ovadia et al., 2024).

In this paper, we study the performance of four architectures employed for
creating subject specific question answering SLMs based on RAG and SFT
techniques. We use a question answering methodology applied to the case study of
the history of Kazakhstan. The four main architectures are built on Qolda model, a
Kazakh language SLM developed at the Institute of Smart Systems and Artificial
Intelligence (ISSAI) (Arystanbekov et al., 2026). The first is a baseline Qolda
model. The second is Qolda combined with SFT on 48,000 Wikipedia-derived
instruction pairs. The third is Qolda combined with a RAG pipeline built over 29
digitized history textbooks that produced 2.25 million indexed tokens. The fourth
is Qolda combined with both SFT and RAG. To establish whether the findings
generalize across Kazakh language SLMs, we additionally evaluate two external
baseline models, specifically KazLLM and Sherkala-Chat. Their base form and
the form combined with the proposed RAG pipeline used for Qolda are studied.
This produced an eight model comparison covering three independently developed
Kazakh SLMs. For evaluation, we use two test sets. The first is a multiple
choice test set containing 1,081 (MCQ) samples from the UNT examination in
Kazakhstan history. The second is an open ended test set of 500 Al generated and
human verified queries, including 100 adversarial trap questions designed to test
resistance to false historical premises. Open ended response quality is assessed
using an LLM-as-a-Judge approach with Gemini 3 Flash Preview as the automated
judge. The contributions of this paper are therefore threefold: a Kazakh history
RAG pipeline that produces large and consistent accuracy gains across three
independently developed Kazakh SLMs; the first systematic test of whether SFT
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contributes factual knowledge or only response formatting in a Kazakh domain;
and an adversarial robustness benchmark on Kazakhstan-specific historical false
premises.

The rest of this paper is organized as follows: In Literature Review, a survey is
presented on the related research work done in the field of SLMs, RAG and SFT
systems, along with the strengths and weaknesses of the retrieval vs. fine-tuning
approaches. Materials and Methods discusses the proposed architecture along
with the performance test methodology for evaluating the proposed RAG & SFT
based SLM. Results of the evaluation tests are presented in the Results part of the
paper with focus on latency, resource utilization, and architectural performance
comparisons. In Discussion, we discuss the limitations of our proposed approach
along with future research directions. We conclude the paper in Conclusions.

Literature Review. Even though LLMs perform well on general language
tasks, their performance drops when dealing with low-resource languages and
narrow specialized domains. LLMs are associated with high computational costs,
inference latency, and dependence on remote servers. This could limit their further
integration into educational settings. On the other hand, SLMs support the local
deployment of models and allow more flexibility in terms of data management
and privacy. With fewer parameters, SLMs run on local hardware, support faster
inference, and are cheaper to train and serve. Moreover, SLMs can be fine-tuned
to become specialized for specific tasks and domains. Fine-tuning has been shown
to incorporate new domain-specific facts into model parameters and to improve
out-of-domain factual accuracy. Examples of SLMs fine-tuned for specific tasks
include WizardMath (i.e., an SLM supporting mathematical reasoning), Code
Llama and WizardCoder (i.e., SLMs for code generation), and ALMA-13B-R (i.e.,
an SLM for machine translation) (Luo et al., 2024). To increase the performance
of an SLM in domain-specific cases, researchers developed the technology of
RAG, which combines a parametric language model with non-parametric external
knowledge. Retrieval-based approaches are considered as practical ways to extend
the effective knowledge of an SLM without retraining.

A RAG system has two components: a retriever that selects relevant documents
for a given query, and a generator that conditions on both the query and the
retrieved documents to produce the final output. Such a design lets the model
access information that is not encoded in its parameters, useful in knowledge-
intensive domains where the pretraining coverage of the model is limited. RAG
performance is also known to degrade when retrieval returns irrelevant context
or when the query contains a false premise (Barnett et al., 2024). RAG has been
adapted to SLMs in several ways. RALM separates retrieval and reading into
explicit components, allowing a small generator to operate over passages selected
from an external corpus (Ram et al., 2023). DRAG transfers retrieval-augmented
behavior from a large model into a smaller one through distillation, so that the
smaller model can produce evidence-supported outputs at a lower cost (Chen
et al., 2025). More recent frameworks, such as MiniRAG (Fan et al., 2025) and
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MCTS-RAG (Hu et al., 2025), combine retrieval with structured reasoning to
further improve SLM performance on knowledge-intensive tasks.

SFT is another approach used to tailor a language model for certain tasks
and fields like Q&A, reasoning, scientific work, and dialogue applications. In
this approach, a pre-trained language model is fine-tuned using input-output
labeled data. These labeled datasets usually come from humans, hence allowing
the model to learn the desired behavior via supervised loss minimization (Lu
et al., 2025). However, the way in which SFT impacts the model's behavior is
not yet clear among researchers. The first theory of SFT sees it as a knowledge
injection technique whereby the model acquires the ability of a field expert by
injecting domain knowledge in a structured fashion. On the other hand, the other
theory views SFT as more about modifying the output behavior and format than
adding new knowledge to the model. However, an issue with these instruction-
tuned models is that they provide overconfident hallucinations on out-of-domain
prompts. The reason is their tendency towards memorizing patterns instead of
understanding.

However, both RAG and SFT are inherently limited. For example, RAG is
prone to issues such as stylistic incoherence and poor integration of retrieved
context. In contrast, the limitation for SFT is that its parametric memory is static
and forgetful. Hybrid architectures overcome these challenges through two main
techniques: RAG allows retrieval of a dynamic context to anchor the generation
process, and SFT enables the learning of reading, synthesizing, and formatting of
retrieved texts, while ignoring distractor passages. There exist two fundamental
types of hybrid architectures that use RAG and SFT, namely RAFT and Self-RAG.
RAFT is designed to train the generator in the presence of correct documents
along with distractors, thereby forcing the architecture to reason about the context
in a robust manner (Zhang et al., 2024). The Self-RAG framework employs SFT
to learn through reflection tokens about how and when to retrieve, thus enabling
the model to evaluate itself and determine when context is necessary (Asai et al.,
2023).

Materials and Methods. System Description. The system uses a standard
pipeline of retrieval and generation, using Haystack and Qdrant. It serves as a
controlled baseline for measuring the contribution of retrieval itself before adding
reasoning or distillation layers. So we evaluate how well RAG and SFT, together
and individually, work with the base model in domain-specific areas and to see if
systems improve factual accuracy and linguistic fluency. The base model is Qolda,
a small VLM of ISSAI, which is fine-tuned on Kazakh-language data and is being
used across architectures. Qolda represents the current state-of-the-art Kazakh-
language model. Since the model has relatively low parameters, it can be used
for developing edge-deployed solutions with relatively low latency requirements.
Figure 1 provides four Qolda-based architectures along with the two external
baselines, KazLLM and Sherkala, through a unified RAG pipeline and SLM
deployment layer.
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\Figure 1 — System architecture of the Kazakhstan history question answering framework, serving
four small language models (Qolda, Qolda-SFT, KazLLLM, and Sherkala).

Dataset. SFT dataset is retrieved from the Kazakh Wikipedia PLatform. It
includes articles distributed as compressed streams of 100-page documents. By
using the Wikimedia RAST API, articles were selected based on their views from
real users, and in total, 500 Mb of data was drawn in CSV format. As a result,
4,076 articles rated with a minimum of 2,000 views and in the period from 2020 to
2025 were selected by filtering topic tags such as "Kazakh history," "history," and
"Kazakh Khanate." This demand-driven selection of data further ensures that the
SFT training is aligned with the historical queries that real users might ask.

The dataset for RAG comprises 29 books about Kazakh history written
digitally from oqulyq.kz and other Kazakh education-related websites. The size of
the corpus is 813.3 MB of PDF files. The texts were extracted through DotsOCR
which is an OCR model that uses VLM technology to handle various types of
typography. Preprocessing operations such as artifact cleaning and filtering of
header information were done on the documents. Following data preprocessing,
the texts were split into 4,388 overlapping fragments using the Haystack
DocumentSplitter API. A chunk length of 400 words (about 512 tokens), with
50-word overlap between each fragment, was applied on average to generate 151
chunks per document. During data preprocessing, there were 77,500 tokens per
book, summing up to a total number of 2.25 million tokens in the RAG dataset.
Embeddings were generated for the documents using intfloat/multilingual-e5-
large-instruct embeddings, then indexed in the Qdrant vector store to retrieve the
top-5 passages based on cosine similarity decision-making strategy during the
inference stage.

The evaluation benchmark consists of 1,081 MCQs assembled from several
UNT history of Kazakhstan preparation platforms, including Juz40, FM Online,
and Hogwarts Edu. The UNT is also known as a standardized national examination
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testing factual and conceptual knowledge of the history of Kazakhstan across
the full national curriculum. Questions were collected via automated web
scraping, with HTML tags stripped from question stems and answer options
using BeautifulSoup. Selected questions were structured into a CSV format using
pandas. Each question presents a stem and four candidate answers with a single
correct answer. The evaluation dataset was not used at any stage of training or
fine-tuning, serving exclusively as a held-out benchmark for the four-architecture
comparison.

RAG Pipeline. The RAG pipeline uses a Qdrant vector store deployed
locally on the Irgetas server at Nazarbayev University. We utilized 8xNVIDIA
H100 GPUs and connected to the Qolda generation model through a Haystack-
orchestrated retrieval layer served via a unified FastAPI backend. The retrieval
pipeline is orchestrated using the Haystack framework that manages the end-to-
end flow from query encoding through document retrieval to context assembly.
The pipeline abstraction of Haystack connects the Qdrant retriever to the Qolda
generation model, passing the top-5 retrieved passages as a structured context
prefix prepended to the user query before response generation. No reranking or
query expansion is applied. The pipeline follows a standard retrieve-and-generate
design, which serves as a controlled baseline for all.

All four architectures can be accessed via a common FastAPI server. FastAPI
creates a unified REST API through which queries can be submitted and responses
received irrespective of which architecture is currently running. All queries will
include information regarding the architecture being queried. This information will
then determine which architecture to pass the request through, either 1) baseline
Qolda, 2) Qolda with SFT, 3) Qolda with RAG, or 4) Qolda with RAG and SFT
combined. Response payloads include the generated answer along with metadata
such as latency. For RAG-enabled architectures, the retrieved source passages are
also reported. A unified serving layer makes sure that all four architectures are run
under identical request-handling conditions.

Supervised Fine-Tuning (SFT). The training dataset for SFT was derived from
4,076 demand-selected Kazakh Wikipedia articles on the history of Kazakhstan
with a minimum of 2,000 views. For each article, Gemini 2.5 Flash was prompted
at a temperature of 0.3 to generate five base instruction-answer pairs grounded in
the article content. Each pair was further expanded into stylistic variants, including
paraphrase, reverse, positive verification, and negative verification formulations.
This helped to increase lexical diversity and reduce overfitting to a single phrasing.
The final dataset has approximately 48,000 examples in Kazakh in the InternVL
conversational chat format. Then, the dataset was split 95/5 into training and test
sets. The 5% part was used to monitor the training loss.

Qolda fine-tuning was performed using a full fine-tuning method without
parameter freezing or low-rank approximation. This allowed all model weights
to be updated on the history of Kazakhstan training data. Training was conducted
using the Hugging Face Trainer with the following configuration parameters: a
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learning rate of le-5, three epochs, the AdamW optimizer with a cosine learning
rate scheduler, and a maximum sequence length of 8,192 tokens. Model checkpoints
were saved every 500 steps. No quantization was applied during training. Training
was performed on eight NVIDIA H100 GPUs on the Irgetas server at NU, using
the Hugging Face Trainer with DeepSpeed ZeRO-3 for distributed training. All
weights were maintained in bf16 precision throughout. The full fine-tuning across
the training set was completed in approximately 20.5 hours.

Experimental Setup & Evaluation. In-system evaluation will measure system
performance by the latency, throughput, and response length metrics generated
during inference. Each of the four systems will be evaluated separately using all
1,081 question instances present in the UNT benchmark, resulting in 4,324 total
inference instances. To calculate MCQ accuracy, we compare each model response
with the correct answer in the test CSV file. The model’s answer is composed of the
correct letter and text. The matching of the correct and model given responses is
done in three steps. First, a regular expression checks if the response starts with an
option letter followed by punctuation or a space. If it does, the letter is extracted.
Both Latin (A, B, C, D) and Cyrillic (A, b, B, I') letters are accepted, and they are
mapped by their position. For very short responses of two characters or less, only
the first character is checked. Second, if a letter is found, we take the full text of
that option and compare it with the correct answer. Third, if there is no letter, or
the option found by the letter does not match, we check whether the correct answer
text appears inside the response. This match is accepted only if the response does
not also contain the text of another option. If a response reaches this step and
mentions more than one option, it is counted as incorrect. If a response does not
match any of the rules, it is counted as incorrect. MCQ accuracy is then calculated
with the following equation, where # is the option matched from response i by the
steps above and y is the correct option in the test CSV:
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In the above formula, 1[-] is the indicator function. It returns 1 if response i is
matched to the correct option, and 0 otherwise. LLM as a judge is not used for the
MCQ benchmark, so the scoring step always gives the same result for the same
responses. The MCQ dataset can be accessed here: https://huggingface.co/datasets/
issai/unt-kz-history-mcq. The evaluation of the models’ performance in answering
the open-ended questions is done by a specially created test set containing 500
open-ended questions organized in five thematic categories, namely: 1) Ancient
Kazakhstan (1-100), 2) Kazakh Kaganate (101-200), 3) Soviet period (201-300),
4) Era of independence (301-400), and 5) Adversarial Trap Questions (401-500).
The latter category comprises questions with embedded falsehoods, myths, and
anachronisms to explore the model's ability to detect and fix incorrect assumptions.
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The questions are written in Kazakh, Russian, and English to ensure multilingual
support for the Kazakhstan history domain. The dataset with 500 queries can be
found at https://huggingface.co/datasets/issai/kz-history-queries-multilingual

Table 1 — Sample questions from the UNT history of Kazakhstan MCQ testing dataset in

Kazakh.
# Question A B C D Answer
«Tapux-u Pamunn» Myxamme, .
pHX- A FraMmen Macyn ubu O01Fasbl
1 eHOeriH Ka3FaH Xaiinap baGbIp A
OcmaH Bahanyp
FaJIbIM Jynaru
aza €H Ko N ChiHap- .. OILIKA
2 KasaxToin ex kon . Tyiiemoiibin LHT, .p Kocmyitiz K H{K P D
TapasFraH OI-OpHer] MY#ii3 MYHi3
1940-1980 xpbunnapsl | Texnomorusi- Casicnt Koramibix DKOHO-
3 | Oykapaiblk aKmapar JIBIK mikipi MHKAJIBIK C
. TYPaKTHUIBIK
KypasiapbIHbIH POl WHHOBALUsA KaJIBIIITACTBIPY JlaMmy
MTC-tepnin
MalIMHA-TPAKTO TexHukanbl Erinmi L
4 ( P p CanbIK )KuHay A Omnimai caty B
CTaHIIMSUIAPHI) JKalra oepy KaObL1Iay
HETI3r'1 KbI3METI
1989 xpL1BI .
.. . .| Opsic Tini
KaObUITaHFaH Kazak Tini Bapnwik | JlaTeiH oninbwui .
) . . . . MEMIICKETTIK
5| «Tingep Typaab» MEMJIEKETTIK TIAEP MIHJETTI A
. MopTebe
3aHHBIH 0acThI MopTele bl | SKOUBLIIBI 0oms -
JKAHAIIBIFBI
Table 2 — Example queries used for system evaluation on the open-ended questions.
Question Kazakh English
Ancient JKibek »xombl caymackl kouTekctinae | What role did the city of Taraz play as a
Kazakhstan Tapa3s kanacel «kemnectep Kanace» | “city of merchants” in the context of the
(1-100) peTiHae KaHaai pel aTkapab? Silk Road trade?
«EciM XaHHBIH €CKi JKOJIBD) How did the legal code “Esim Khannyn
Kazakh . . .
Khanate (101 3aHAap KUHAFBI OYPHIHFBI Eski Zholy” (The Ancient Path of
200) KYKBIKTBIK JTOCTYPJIEp/ICH HECIMEH Esim Khan) differ from previous legal
epekmreneHmi? traditions?
1920-111b1 JKBUTAAPBI aCTAHAHBIH Analyze the significance of the
Soviet Period | Opsinbopaan Ke3sutopaara, onan | movement of the capital from Orenburg
(201-300) KeifiH AnMarbIFa KeLipinyiHia to Kyzylorda and finally to Alma-Ata in
MaHBI3AbUIBIFBIH TAJIAHbI3. the 1920s.
1993 5KBUTBI YITTHIK BATIOTA — How did the 1993 introduction of the
Independence | TeHreniH eHrisinyi KasakctaHHBIH national currency, the Tenge, impact
Era (301-400) | SkOHOMHKAJBIK €reMeH/ITiHe Kaai Kazakhstan's economic sovereignty?
acep erTi?
Adversarial/ Boraii monenuetinig XX FachIpaarbl Analyze the contribution of the Botai
Trap (401-500) FaphbIlI UHIYCTPUSCHIHBIH JaMybiHa | culture to the development of the 20th-
P KOCKaH YJICCIH TaJIJaHbI3. century space industry.

Model responses are assessed through Gemini 3 Flash Preview with a rubric for
three main criteria. The first criterion is the historical correctness of the information
provided. The second is linguistic integrity that includes proper use of technical
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terms like Khanate, Ulus, Asharshylyk, and Zhuz. The third criterion is linguistic
suitability. Model answers get a numeric quality score of si € {1,2,3,4,5}, where
“1” implies an incorrect or missing answer, “3” implies a partially correct answer
with some mistakes, and “5” implies an absolutely correct answer with cultural
nuance and correct historical terminologies. The mean quality score for each batch
is (2). For trap questions, Gemini provides additional feedback with a Boolean
variable named trap_pass. When the model agrees with rather than disproves the
trap premise, the value of the trap pass variable becomes false, and the quality
score is “1.” The trap_pass rate is (3)

J‘;
1
Q= EZ Sir 5; € {j—r 2,3,4, 5} ?
i=1
NTrap
B 3)
TRP = 1[trap_pass;]
Trap

i=1

A boolean lang correct flag and a one-sentence reasoning field are returned
per question to provide interpretable diagnostic output alongside the numeric
scores. Latency analysis during system performance evaluation uses metrics such
as time-to-first-token (TTFT) and words-per-second (WPS). TTFT measures the
latency between query submission t_ ;.;; and the generation of the first output
token firsr, capturing the responsiveness of each architecture under load. WPS
metric measures response generation throughput as the number of generated
words N,,..q- divided by the elapsed generation time between the first and the
final token t

and

TTFT = tfi,.gr — teupmie: WPS = Nwm'dsf[tsud - tfi:l‘s'r:] “)

Total inference time measures the end-to-end duration from query receipt
to completed response. Response word count provides a normalized basis for
comparing output verbosity across architectures. For RAG-enabled architectures,
retrieval time is recorded separately to isolate the overhead introduced by the
Qdrant retrieval step from the generation latency.

Results. Table 3 reports MCQ accuracy across six examination periods for the
four main architectures (i.e., baseline Qolda, Qolda-SFT, Qolda+RAG, and Qolda-
SFT+RAG). Four additional models are used as external baselines: KazLLM and
Sherkala in their base form and in their combined RAG forms. Retrieval grounding
produces large and consistent accuracy gains across all base models. Overall
scores rose from 44% to 49% without RAG and from 64% to 77% with RAG. Four
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non-RAG models perform similarly, clustering between 44.40 + 0.49% and 49.31
+ 0.50% overall indicating that base parametric knowledge alone is insufficient
for closed-book Kazakhstan history questions. SFT on Wikipedia data alone does
not improve baseline Qolda accuracy (i.e., 44.40 & 0.49% versus 45.24 + 0.49%)
showing that, in this study, SFT on Wikipedia-derived pairs does not improve
closed-book MCQ performance. KazLLM+RAG obtains the best accuracy at
76.60 £ 0.42%. Contrarily, Sherkala exhibits an uncommon trend: while it has the
best accuracy among models without RAG at 49.31 £ 0.50%, its accuracy when
enhanced by RAG is the lowest at 64.38 + 0.48%. The performance is below
average for several periods when augmented by RAG, implying that Sherkala
incorporates context into the process less effectively than other baseline models.
Period 6 is the best-performing period overall, with all architectures recording
above 70% accuracy and the highest value of 86.07 + 0.35% by Qolda-SFT+RAG.

Table 4 shows the Gemini-assessed quality scores in five thematic batches. In
batches 1 to 4, Qolda+RAG has the highest quality score (3.34 + 1.64), followed
by Qolda-SFT+RAG (3.10 + 1.42), Qolda-SFT (2.46 + 1.28), and finally Qolda as
the baseline model (2.13 + 1.26). The architectures enabled by RAG are superior
to the non-RAG architectures in all historical batches, the most significant
difference being seen in the Kazakh Kaganate batch, where Qolda+RAG scores
3.72 + 1.65 compared to only 1.98 = 1.68 for the baseline architecture. SFT, on its
own, gives some improvement over the baseline in all historical batches. It is clear
from these results that adding RAG architectures improves response coherence
without affecting factual grounding in any significant way. For the trap batch
(Batch 5), Qolda+RAG gets a pass rate of 82/100, far surpassing that of Qolda-
SFT+RAG (47/100) and the non-RAG baselines (27/100 each). This indicates that
retrieved source passages provide strong grounding that helps the model resist
false premises, while SFT alone does not reliably improve adversarial robustness
over the unmodified baseline.

Latency and throughput metrics analysis for four architectures are presented
in Table 5. As can be seen, non-RAG architectures significantly outperform the
RAG-enabled ones. Thus, for instance, the baseline architecture Qolda yields 0.06
+ 0.02 s TTFT and 1.45 + 0.90 s of total inference time on average. The fastest
Qolda architecture turns out to be Qolda-SFT, yielding 0.05+0.02 s TTFT and 0.57
+0.17 s of total inference time. This architecture produces the shortest answers on
average, which amounts to 14.64 words. In turn, RAG-enabled architectures are
characterized by a retrieval overhead of about 0.67 + 0.52 s per query independent
of the batch. For example, Qolda+RAG produces 0.24 £ 0.01 s TTFT and 1.18 £
0.76 s of total inference time, whereas Qolda-SFT+RAG provides 0.66 + 0.59 s of
total inference time. Throughput values are similar for all architectures and vary
between 23.2 and 26.6 WPS. The baseline Qolda generates the longest answers
(on average, 51.8 words), while Qolda-SFT generates the shortest answers (14.64
words). SFT shifts the model toward more concise generation. The highest values
among architectures across the tables are shown in bold.
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Table 3 — MCQ accuracy by examination period across four architectures (Mean + STD in %).

4 Qolda KazLLM Sherkala
Base SFT RAG SFT+RAG Base RAG Base RAG
| 3725+ | 384+ 75.69 + 74.12 £ 3725+ 7686+ | 41.57+ 68.24 +
0.48 0.48 0.43 0.44 0.48 0.42 0.49 0.47
) 40.60+ | 39.8+ 72.18 + 69.92 + 36.84 + 7293+ | 49.62 + 72.18 £
0.49 0.48 0.45 0.46 0.48 0.44 0.50 0.45
3 5498+ | 57.8+ 75.83 + 77.73 £ 5213 + 81.52+ | 54.50+ 56.87 £
0.49 0.49 0.43 0.42 0.49 0.39 0.49 0.50
4 3874+ | 372+ 74.87 + 69.11 = 35.60 + 7539+ | 4450+ 63.35+
0.48 0.47 0.43 0.46 0.47 0.43 0.49 0.48
5 33.14+ | 29.0+ 67.46 + 66.86 £ 35.50 68.05+ | 3550+ 57.40 +
0.47 0.45 0.47 0.47 0.47 0.47 0.47 0.49
6 77.05+ | 713+ 85.25 + 86.07 = 81.15+ 8525+ | 82.79+ 72.13 £
0.42 0.44 0.35 0.35 0.39 0.35 0.37 0.45
4524+ | 4440+ | 7493+ 73.64 £ 44.50 + 76.60 = | 4931+ 64.38 £
0.49 0.49 0.43 0.44 0.49 0.42 0.50 0.48
Table 4 — Gemini-judged quality scores by thematic batch across four architectures
(Mean+ STD).
Batch Qolda Qolda-SFT Qolda + RAG Qolda-SFT + RAG
Ancient Kazakhstan | 2.26+1.19 | 2.54+1.23 3.66 +£1.47 3.18+1.29
Kazakh Kaganate 1.98+1.22 | 2.37+1.43 3.72 £1.65 3.38+1.31
Soviet Period 1.99+1.01 | 2.25+1.01 3.28+1.41 297+1.24
Independence Era 228+ 1.06 | 2.69+1.10 2.69+1.63 2.85+1.29
Adversarial/Trap 1.93+£1.68 | 1.77+1.40 3.7+1.61 244 +1.72
Overall (1-4) 2.13+1.26 | 246+1.28 3.34 +£1.64 3.10+1.42

Table 5 — System performance metrics across four architectures.

Metric Qolda Qolda-SFT Qolda + RAG | Qolda-SFT + RAG
TTET (s) 0.06 +0.02 0.05 = 0.02 0.24 +0.01 0.24 +0.01
Total time (s) 1.45+0.90 0.57 £0.17 1.18+£0.76 0.66 +0.59
RAG time (s) — — 0.67 +0.52 0.67 £0.52
WPS (words/s) 2581 +12.7 23.23+8.1 26.66 £ 9.81 2438 +7.86
Avg word count 51.81 14.64 39.87 18.59

Discussion. In both categories of the evaluations, Qolda+RAG shows the
highest factual accuracy and open-ended quality scores, scoring 74.93 + 0.43% on
the UNT MCQ benchmark and an average quality score of 3.34 & 1.64 for historical
batches. This suggests that, in our study, access to external knowledge helps more
than updating the model weights. Using the verified knowledge in generated
responses resolves the main limitation of the baseline approach much better
than any other solution considered. This outcome stands out since Qolda+tRAG
does not perform any adjustments to the weights of the base model. The baseline
Qolda SLM is indeed a skillful reasoner once it receives appropriate information.
Therefore, its baseline performance is poor since it lacks sufficient knowledge
resources. The same trend can be observed among the external baselines. KazLLM
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and Sherkala score around 25-35% higher accuracy for the whole MCQ dataset
due to the addition of RAG pipelines. This suggests that the advantage of retrieval
generalizes across Kazakh-language SLMs and is not an artifact of any single base
model.

In the case of the MCQ benchmark, there is no significant improvement by
Qolda-SFT compared to the baseline (44.40 + 0.49% versus 45.24 + 0.49%). In
other words, the results confirm the hypothesis about the stylistic nature of SFT.
MCQ questions contain single-letter answers which can be true only if factual
knowledge is recalled. Hence, if any positive effect could be found in answering
the questions in the MCQ benchmark after SFT learning, it would prove a change in
parametric knowledge of the model. However, since no significant improvements
were achieved in answering these questions despite the use of 48,000 instruction
pairs, this result does not support the "knowledge injection" view of SFT. There
is more evidence that supports the above hypothesis regarding the impact of SFT,
namely the shift in response length. In particular, it should be noted that Qolda-
SFT generates considerably shorter responses compared to the baseline (14.64
versus 51.8 words, respectively) as well as an open-ended quality gain (2.46 +
1.28 versus 2.13 £ 1.26). Such results are consistent with cleaner formatting of
SFT rather than richer factual content processing. Taken together, the MCQ result,
the response length shift, and the modest open-ended gain all point to the same
conclusion that SFT on Wikipedia-derived instruction pairs adapts how the model
writes, not what the model knows.

The Qolda-SFT+RAG offers a strong balance between quality and latency. In
terms of quality, its score of 3.10 £ 1.42 puts it only 0.24 points behind Qolda+RAG
while reducing inference completion time by half — from 1.18 = 0.76 s to 0.66 +
0.59 s. The performance increase results directly from the formatting effect of
SFT: while the number of tokens generated per second is roughly the same in
both models, their outputs are shorter by a factor of two (on average 18.59 versus
39.87 words). Consequently, the faster inference time of Qolda-SFT+RAG makes
it a viable candidate for latency-critical applications such as in-class educational
systems. On the other hand, Qolda+RAG is able to pass the trap questions at a
rate of 82 out of 100, compared to Qolda-SFT+RAG's 47/100. That’s a difference
of 35% in performance on a benchmark explicitly created to measure resilience
against incorrect historical assumptions. Shorter answers learned through SFT
may reduce robustness to false premises, even when the retrieved passages contain
enough information to reject them. These two models have thus been optimized
for distinct use cases, with Qolda-SFT+RAG optimizing for speed in response to
well-posed questions, and Qolda+RAG for adversarial robustness.

The four main architectures in this paper all use Qolda model as the base,
with KazLLM and Sherkala included as external baselines. This design choice
is supported by the data. KazLLM-+RAG achieves the highest overall MCQ
accuracy at 76.60 £ 0.42%. This is slightly above Qolda+RAG at 74.93 + 0.43%.
The difference is small relative to the 25-35 % gain that retrieval itself provides
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over any non-RAG variant. Question on SFT contribution to factual knowledge
in addition to response formatting, is best answered with a single base model
where SFT can be evaluated cleanly. Qolda was selected for this role for two
reasons. First, it is the most recently released Kazakh language SLM among those
compared, published less than a year before this study. Second, it is a 4B parameter
model based on Qwen, while KazLLM and Sherkala are 8B models based on
LLama model. The smaller parameter count makes Qolda suitable to fine-tune and
serve in the edge-deployment scenario. It may also account for the small accuracy
gap between Qolda+RAG and KazLLM+RAG. Third, Qolda is a small VLM and
it can process images alongside text. Image processing capability is not used in the
current study. It can add multimodality, extending the system into a tutoring agent
capable of interpreting historical maps, document scans, archival photographs,
and student handwritten work.

The external baselines also produce an interesting observation. Sherkala has
the strongest non-RAG accuracy of any base model (49.31 = 0.50%) but the
weakest RAG-augmented accuracy (64.38 + 0.48%), with several periods showing
reduced performance once retrieval is added. This is the only case in the results
where adding RAG fails to produce a substantial accuracy gain. KazLLM, the
Qolda baseline, and Qolda-SFT all improve sharply under RAG. Results show
that Sherkala integrates retrieved context less effectively than the other base
models. This could possibly be because of instruction tuning that shapes it toward
producing answers from parametric memory rather than synthesizing retrieved
evidence. This observation is consistent with the "SFT-as-formatter" finding from
the Qolda family. A model that is heavily instruction-tuned for fluent direct answers
may resist or under-use external context, even when that context is provided. A
controlled study of how different Kazakh-language SLMs interact with retrieved
passages, holding the retrieval pipeline constant, would be a useful direction for
future work.

Limitations. In addition to research findings the study also has its limitations.

1. The LLM-as-a-Judge experiment uses a one-judge model - Gemini 3 Flash
Preview. This may result in the presence of system biases towards some answer
types.

2. Despite the large number of texts included in RAG corpus with 2.25 million
tokens and the use of information from 29 books, it might not yet cover the entire
period of the history of Kazakhstan. This can lead to retrieval gaps for those
periods that were documented poorly.

3. Training data for SFT is based only on Kazakh Wikipedia and was not
checked systematically for factual errors. Its 95/5 split was random at the pair
level, so variants of the same source text may appear in both parts. This could
affect the held-out loss keeping same benchmark results.

4. All latency results were calculated on the Irgetas server. This could make
results being specific to one server hardware configuration and may not generalize
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to other deployment environments. However, generalizability research is not
within the scope of the current paper.

Directions for future research. These results open up some interesting directions
for future research. They were all aimed at enhancing the proposed Qolda-based
solution to develop its capabilities as an interactive tutoring bot designed for history
studies of Kazakhstan. In this regard, recent research has focused on how LLMs
may act as virtual assistants for a variety of different disciplines, such as computer
science, math, etc. (Garcia-Méndez et al., 2025). The dialogue architecture used
by tutoring bots, for instance, MWPTutor (Pal Chowdhury et al., 2024), can be
employed with the use of a pedagogically designed syllabus combined with an
LLM-based dialogue module. Furthermore, the latest frameworks like TeachBench
(Li et al., 2026) allow for sylla- bus-driven assessments of the teaching abilities.
Finally, the architecture can be improved with more sophisticated retrieval
frameworks, such as MiniRAG and MCTS-RAG.

Future research directions in this area would be the expansion of the RAG
corpus from the present 29 textbooks to include archival material, scientific
articles, and historical texts in other languages. This would increase the number of
retrievable items, particularly for under-represented time periods, as well as bridge
the gap seen in some of the less successful examinations at UNT. Finally, future
research may explore a broader language range by applying the methodology to
question sets in the languages of Kazakh, Russian, and English. This approach
will allow us to study whether the findings generalize across languages and better
reflect the multilingual nature of historical discourse in Kazakhstan. In the future
work one can validate the LLM as the judge involving human evaluation. In that
case a sample of model answers are scored by native Kazakh speakers using the
same rubric.

Conclusions. This paper presents the first systematic comparison of RAG
and SFT systems applied to Kazakh language supported SLM for the question
answering in the domain of history of Kazakhstan. We constructed and evaluated
four main architectures: a baseline Qolda SLM, Qolda-SFT, Qolda + RAG,
and Qolda-SFT + RAG and SFT. To strengthen the comparison, two additional
Kazakh language SLMs such as KazLLLM and Sherkala, were included as external
baselines in their base form and combined with the used RAG framework. To
support this evaluation, we built a RAG system using 29 digitized Kazakh history
textbooks resulting in 2.25 million indexed tokens. Also, we used fine-tuned Qolda
on 48,000 demand-selected Wikipedia-derived instruction pairs. We evaluated
all architectures on 1,081 UNT MCQs and a manually constructed 500-question
open-ended benchmark that also included adversarial trap questions.

We see that Qolda+RAG scores 74.93 + 0.43% MCQ accuracy and 3.34 +
1.64 quality on average, demonstrating better performance than the baseline
and SFT-only model. The same is observed with external baselines, as well. In
particular, KazLLM and Sherkala gain 25-35% in MCQ accuracy due to the usage
of RAG pipeline. KazLLM+RAG obtained the highest overall accuracy (76.60 £+
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0.42%). All results were reproduced on three independent SLMs for the Kazakh
language. SFT acted more like a response formatter than a knowledge injector.
Qolda-SFT demonstrates a negligible improvement in MCQ accuracy compared
to the baseline (45.24 + 0.49% vs. 44.40 + 0.49%), despite being trained on 48K
instruction pairs. The average number of words in responses was decreased from
51.8 to 14.64, while the total inference time was cut in half. Qolda-SFT+RAG
requires about half of the inference time required by Qolda+RAG (0.66 + 0.59 s
vs. 1.18 + 0.76 s), obtaining a similar quality score (3.10 £ 1.42). This makes it a
viable choice for latency-sensitive deployments. However, the trap pass rate for
Qolda-SFT+RAG drops sharply relative to Qolda+RAG (47/100 versus 82/100),
suggesting that the bias of SFT could reduce robustness of the architecture. As a
result, in our study, retrieval alone was more robust to false historical premises
than retrieval combined with SFT on Wikipedia-derived data.
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